Engineering Hardware Considerations
We feel that there is size, connectivity, and computational power “sweet spot” about the level of the parameters of the network of network model.  

If we equate an elementary attractor network with 104 actual neurons, that network might display perhaps 50 attractor states.  

Each elementary network might connect to 50 others through state connection matrices.  

Therefore a brain-sized system might consist of 106 elementary units with about 1011 (0.1 terabyte) total numbers involved in specifying the connections.  

If we assume 100 to 1000 elementary units can be placed on a chip then there would be a total of 1,000 to 10,000 chips in a brain sized system.  

These numbers are large but within the upper bounds of current technology.  

Smaller systems are, of course, easier to build.

Proposed Basic System Architecture.

Our basic computer architecture consists of

· a potentially huge (millions) number 

· of simple CPUs 

· connected locally to each other and 

· arranged in a two dimensional array.  
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We make the assumption for the brain-like aspects of system operation that each CPU can be identified with a single attractor network. 

We equate a CPU with a module in the Network of Networks model.

Inter CPU Communications.

The brain has extensive local and long-range communications.  

The brain is unlike a traditional computer in that the program and the computation are determined in large part by the connections.  

Building a good CPU or a small CPU doesn’t get you much if you can’t effectively interconnect them.

Details of these relatively sparse interconnections are critical to every aspect of brain function.  

And for our system, the details of CPU connectivity are equally critical.

Short-range connections.
There is extensive local connectivity in cortex.  

The simplest local pattern for CPU’s is NEWS connectivity.  
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Our experience has been that expanding NEWS to include the diagonal CPUs works significantly better.  
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A richer set of local and longer-range connections would be even more desirable.  

Interestingly, this last connection pattern duplicates one of the connection patterns seen in cortex (V1 recurrent collaterals).

Long-range connections.

Many of the most important parts of brain computation involve pattern association.

An input pattern is transformed to an associated output pattern that can be very different from the input.  

A sensory stimulus connected to a motor response would fall into this category.  

Anatomically, one group of neurons connects to another group of groups.  

The functional connections consists of information transmitted through physical links, that is, axons.  

It is difficult and expensive to physically interconnect large numbers of CPUs.  

Long-range busses are slow and complex and their use would violate the desired simplicity of our design.  

Exotic hardware solutions like optical busses or wireless interconnects are not presently viable.

Therefore our design decision is to use only local inter-CPU connections and build more general pattern association into the system with software.  

Summary: Ersatz Brain Project

Future commercial software will have a strongly “cognitive” flavor.  
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Conjecture: This software will run best on a computer that has some of the architectural features of mammalian cerebral 

First software project: semantic net with sensory component. 

Conjectures:

· Detailed biological realism not needed:

· Needs to be very large to work well.

· Interconnection assumptions largely determine performance and computational power.

Suggestion:

· 2-D arrays of simple elements locally densely connected. 

· Elements are NOT neurons but correspond to intermediate level attractor networks.

· More complex communications done with software. 

· Cheap basic components.  Say 200-1000 CPUs per chip. 

Rough approximation:

· ~1,000,000 CPUs (~1,000 chips)

· ~1 Terabyte memory requirements for connections for multiple layers, etc. (10 software layers at 0.1 Terabyte per layer.)

Barely feasible at limits of current technology.

Let’s build one!

Part II.  Cognitive Application Software.

We have our hardware.  

· What do we do with it?  

· How do we program it?  

· What can it do?  

· And how does it do it?

We have a:

· Locally connected array of

· Many slow CPUs, 

· Showing a large degree of parallelism.

Important unfamiliar concepts emerge:

· Physical arrangement of data on the CPU array is important.

· Local data movement and local interaction is important.

· Precision and/or certainty (in the computer sense) may be hard to attain.  May be more of a statistical computer than we are used to.

Examples of Cognitive Software.

Let us consider several examples of what “Ersatz Brain Software” might look like.  

                Ersatz Brain           Von Neuman

Arithmetic      Does poorly            Does well.

Network         May do well            Does poorly

Disambiguation  

Sensor Fusion   May do well            Uncongenial

Let me discuss these since I have some familiarity with doing them with parallel systems like that we are developing in the Ersatz Brain Project.







