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Why Statistics?



Statisticalrevolutionn computationalinguistics

I Speechrecognition
I Syntacticparsing
I Machinetranslation
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Statisticalmodelsin computationalinguistics

I Supervisedeaning: structureto be leanedis visible
I speechtranscripts, treebank, proposition bank,
translation pairs

1 more information than availableto a child
I annotationrequires(linguistic) knowledge

I a more practical methad of makinginformation available
to a computerthan writing a gramma by hand

I Unsupervisedeaning: structureto be leanedis hidden
1 alienradio, alien TV



Chomsky'§Three Questions"

I What constitutesknovledgeof language?
I gramma (universal,languagespeci c)

I How is knowvledgeof languageacquired?
I languageacquisition

I How is knowvledgeof languageput to use?
1 psycholinguistics

(last two questionsare about inference)



The centraliy of inference

I \p overty of the stimulus"

) innate knowledgeof language(universalgramma)
) intricate gramma with rich deductivestructure



The centraliy of inference

I \p overty of the stimulus"

) innate knowledgeof language(universalgramma)
) intricate gramma with rich deductivestructure
I Statisticsis the theay of optimalinferencan the
presenceof uncertainy
I We can de ne probability distributions over structured
objects
) no inherentcontradiction betweenstatistical inference
and linguistic structure
I probabilistic modelsare declaative
I probabilisticmodels can be systematicallycombined

P(X;Y) = PX)P(Y]X)



Questionshat statisticalmodelsmightansver

I What informationis requiredto lean language?

I How usefulare di erent kindsof informationto language
leaners?
I Bayesianinferencecan utilize prior knowledge
i Prior canencale \soft" markednessreferencesand
\hard" universalconstraints

I Are there synergiebetweendi erent information
sources?
I Doesknowledgeof phonologyor morphology make word
segmentationeasier?
I May provide hints about humanlanguageacquisition
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Leaning probabilisticcontext-freegrammas



ProbabilisticContext-Fee Grammes
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EstimatingP CFssfrom visibledata

S S S

NP VP NP VP NP VP

| | | | | |

rice grows rice grows corn  grows

0 1

Rule Count Rel Freq S
SI NPVP 3 1 P%Nﬂpg P
NP ! rice 2 2=3 | |
NP! can 1 1=3 rice grows
VP! qgrows 3 1 1

0

S
Relfreq is maximumlikelihood estimate P% Nﬂp §
(selectsrule probabilitiesthat | |
maximizeprobability of trees) con  grows

= 1=3



EstimatingP CEssfrom hiddendata

I Trainingdata consistsof stringsw alone
I Maximumlikelihaod selectsrule probabilitiesthat
maximizethe marginal probability of the stringsw

I Expectationmaximizationis a way of buildinghidden
data estimatas out of visibledata estimatas

I parsetreesof iteration i are training data for rule
probabilitiesat iterationi + 1

I Eachiteration is guaanteednot to decreasé(w) (but
canget trapped in local minima)

I This canbe donewithout enumeratinghe parses



ExampleThe EM algaithm with a toy PCFS
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\English" input
the dog bites
the dog bitesa man
a mangivesthe dog a bone

\pseudo-Japanesehput
the dog bites
the dog a manbites
a manthe dog a bonegives



Probabiliy of \English"
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Ruleprobabilitiedsrom \English"
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Probabily of \Japanese"
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Ruleprobabilitiedfrom\Japanese"
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Leaningin statisticalpaadigm

I The likelihaod is a di erentiable function of rule
probabilities
) leaning caninvolvesmall,incrementalupdates

I Leaning structure(rules)is had, but ...

I Parameterestimationcan apgoximaterule leaning

I start with \superset” gramma
I estimaterule probabilities
1 discad low probability rules

I Parameterscan be ass@iatedwith otherthingsbesides
rules(e.g., Headlnitial,HeadFinal)



ApplyingeM to realdata

I ATIS treebankconsistsof 1,300hand-constructegharse
trees

I ignae the words (in this experiment)
I about 1,000PCFKG rulesare neededo build thesetrees
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Experimentswyith EM

1. Extract productionsfrom treesand estimateprobabilities
probabilitiesfrom treesto producePCFG.
2. Initialize EM with the treebankgramma and MLE
probabilities
3. Apply EM (to stringsalone)to re-estimateproduction
probabilities.
4. At eachiteration:
I Measurethe likelihood of the training data and the
quality of the parsesproducedby eachgramma.
I Teston training data (so poor perfamanceis not dueto
overleaning).



Loglikelihand of trainingstrings
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Qualiy of ML pases
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Why doesit work so poorly?

Wrong data: gramma is a transductionbetweenform
and meaning) lean from form/meaningpairs

I exactlywhat contextualinformation is availableto a
languageleaner?
Wrong model: PCFGsare poor modelsof syntax

Wrong objectivefunction: Maximumlikelihood makesthe

sentencess likely as possible but syntaxisn't intended

to predict sentenceg¢Klein and Manning)

How caninformation about the marginal distribution of

stringsP(w) provideinformation about the conditional

distribution of parsest givenstringsP(tjw)?

I needadditional linking assumptionsabout the

relationshipbetween parsesand strings

... but no onereallyknows!



Outline

Factaing leaning into simplercommpnents



Factaing the languagéeaningproblem

I Facta the languagdeaning probleminto linguistically
simplercomppnents

I Focuson commnentsthat might be lessdependenton
contextand semanticge.g., word segmentation,
phonology)

I ldentify relevantinformation sourcegincludingprior
knowledge,e.g.,UG) by compaing models

I Combinecomponentsto producemare ambitiousleaners

I PCFG-like grammas are a naturalway to formulate many
of thesecomponents

Joint work with Shaon Goldwater and Tom Gri ths



Word Segmentation

Utterance
Word Utterance
t h e Word Utterance

d o g Word
Data= thedogbarks bar ks

Utterance! Word Utterance

Utterance! Word

Word! w w2 °?

I Algaithms for word segmentatiorfrom this information
alreadyexists(e.g., Elman,Brent)

Likely that childrenperfam someword segmentation
befae they know the meaningsof words



Concatenativenaphology

Verb

Stem Suffix

Data=talking tal king

Verb! StemSu x
Stem! w w 2
Sux ! w w 2

?

?

I Morphologicalalternationprovidesprimary evidencedor
phonologicabeneralization§\trucks" /s/ vs. \cars" /z/)

I Morphemesnay alsoprovidecluesfor word segmentation
I Algaithms for doingthis alreadyexist(e.g., Goldsmith)



PCFKs commpnentscanbe integrated
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Problemsvith maximumnlikelihad estimation

I Maximumlikelihaod picksmodelthat best ts the data

I Saturatedmodelsexactlymimic the training data
) highestlikelihcod

I Needa di erent estimationframeveork
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Word

t hedogbarks
Verb

Stem Suffix
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Bayesianestimation

r’(Hypoti{JZesij;Data}) / |=>(Dataj I-{l}/pothesi'}a) F(qu%thesi?)

Posteria Likelihood Prior

I Priors canbe sensitiveto linguisticstructure(e.g., a word
shouldcontaina vonel)

I Priors canencale linguisticuniversalsand markedness
preferencege.g., complexclustersappea at word onsets)

I Priors canpreferspasesolutions

I The choiceof the prior is asmucha linguisticissueasthe
designof the gramma!



Morphologicabegmentatioexgeriment

I Trainedon orthographicverbsfrom U Penn. Wall Street
Journaltreebank

I Dirichlet prior prefersspase solutions(spasersolutions
as ! 0)

I GibbsSamplerusedto samplefrom posteria distribution
of parses

I reanalysegachword basedon a gramma estimated
from the parsesof the other words



Posterio samplesromWSJverbtokens

=01 =10° =10 10 =10
expect expect expect expect
expects expects expects expects
expected expected expected expected
expecting expect ing expect ing expect ing
include include include include
includes includes includ es includ es
included included includ ed includ ed
including including including including
add add add add
adds adds adds add s
added added add ed added
adding adding add ing add ing
continue continue continue continue
continues continues continue s continue s
continued continued continu ed continu ed
continuing continuing continu ing | continu ing
report report report report




Log posterio of modelsontokendata

Null su xes ==
True su xes =
Posteriq =

-800000
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Dirichlet prior parameter

I Carect solutionis nowherenea aslikely as posterio
) modelis wrong!



Inde@ndencassumptiom PCHK5 maodel

Verb
Stem Suffix

tal king

P(Word) = P(StemP(Su x)

I Model expectsrelativefrequencyof eachsu x to be the
samefor all stems



Relativefrequenciesf in ected verbforms
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Typesandtokens

I A word type is a distinct word shape
I A word token is an occurrenceof a word

Data = \the cat chasedhe othercat"
Tokens = \the" 2;\cat" 2;\chased"1;\other" 1
Types = \the" 1;\cat" 1;\chased"l;\other" 1

I Usingword typesinsteadof word tokense ectively
normalizesfor frequencyvariations



Posterio samplesrom WSJverbtypes

=01 =10 ° =10 10 =10
expect expect expect exp ect
expects expect s expect s exp ects
expected expect ed expect ed exp ected
expect ing expect ing expect ing exp ecting
include includ e includ e includ e
include s includ es includ es includ es
included includ ed includ ed includ ed
including includ ing includ ing includ ing
add add add add
adds add s add s add s
add ed add ed add ed add ed
adding add ing add ing add ing
continue continu e continu e continu e
continue s continu es continu es continu es
continu ed continu ed continu ed continu ed
continuing continu ing | continu ing continu ing
report report repo rt rep ort




Summay sofar

Unsugrvisedeaningis di cult on realdata!
There'sa lot to lean from simpleproblems
' needmodelsthat requireall stemsin sameclassto have
samesu xes but permit su x frequenciedo vary with
the stem
Relatedproblemsarisein other linguisticdomainsaswell

I Many verbsshae the samesubcategaization frames,
but subcategaization frame frequencieslepend on head
verb.

Hopefully we can combinethesesimpleleanersto study
their interactionin mare complexdomains
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The Janus-facedhature of computationallinguistics



PsalterMappaMundi(1225?)



Portolanchat circal4d24



Portolanchat circal424(center)



Waldseemiler 1507 ,after Ptolemy



Battista Agneseoortolanchat circal550



Mercato 1569



... backto computationalinguistics

I Bewary of analogiedrom the histay of science!
I we only rememter the successes
I May wind up leaning somethingverydi erent to what
you hoped
I Catographyand geographybene ted from both the
academiand Portolan traditions
I Geographyurnedout to be about brute empiricalfacts
i but geologyand plate tectonics
I Mathematics(geometryand trigonometry)turned out to
be essential
I Evenwrongideascan be veryimportant

I the cosmographidradition survivesin celestial
navigation



Outline

Conclusion



Conclusion

I Statisticalmethads haveboth engineeringand scienti ¢
applications

I Inferenceplays a centralrole in linguistictheay
I Uncertaininformation) statisticalinference

I The statisticalcommpnentof a model may requireas
muchlinguisticinsightasthe structuralcommpnent

I Factaing the leaning probleminto linguisticallysimpler
piecesmay be a good way to proceed

I Who knows what the future will bring?



Thankyou

\I askyou to look both ways. For the roadto a knowledgeof
the stars leadsthroughthe atom; and important knovledgeof
the atom hasbeenreachedhroughthe stas.”

| Sir Arthur Eddington

\Everything shouldbe madeas simpleas possible put not one
bit simpler."
| Albert Einstein

\Somethingunknavn is doingwe don't knov what."
|  Sir Arthur Eddington

\Y ou canobservea lot just by watching."
| YogiBerra



Log posterio of modelson type data

O Null su xes ==
True su xes =
Optimal su xes ==

logP
-200000~
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I Carect solutionis closeto optimalfor = 10 3



Morphemdrequencieprovideusefulinfamation

Yarowsky and Wicentowski (2000) \Minimally supervised
MorphologicalAnalysisby Multimodal Alignment"



Su x frequencylepgendson stem
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I Prior constrainssu x distributionsSu x s ! f for
stemst in the sameclassto be simila

I Modelis saturatedand not context-free



Dirichletpriors andspasesolutions

I The expansionsf a nonterminalin a PCFG are
distributedaccading to a multinomial

I Dirichlet priors are a standad prior over multinomial
distributions
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Binomial probability p



Estimationprocedures

I Dirichlet prior prefersspasesolutions) MAP gramma
may be unde nedeventhoughMAP pasesare de ned

I Markov ChainMonte Calo techniquesan samplefrom
the posterig distributionovergrammas and parses
I Gibbssampling:
1. Constructa carpus of (word,tree) pairsby randomly
assigningreesto eachword in the data
2. Repeat:
2.1 Pick aword w andits tree from the corpusat random
2.2 Estimatea gramma from the treesassignedo the
other words in the corpus
2.3 Parsew with this gramma, producinga distribution
overtrees
2.4 Selectatreet from this distribution, and add (w;t) to
the corpus
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Leaning probabilisticcontext-freegrammas
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Maximumlikelihad estimationfrom visibledata

Carect parses
for training data sentences

N

All possibleparsesfor
all possiblesentences

I Standad maximumlikelihcod estimationmalesthe
treebanktreest andstringsw aslikely as possible
relativeto all other possiblereesand strings

b = argmgax: Pg(w;t) = argmgang(th) Pg(w)



Maximumlikelihad estimatiorfrom hiddendata

All possibleparses
for training data sentences

/

95

All possibleparsesfor
all possiblesentences

I Maximumlikelihaod estimationmaximizeghe probability
of the wordsw of the training data, relativeto all other
possibleword strings X

b = ag mgang (w) = arg mgax Pg(t;w)
t



ConditionaMLE from visibledata

Carect parses All possibleparses
for training data sentences for training data sentences

N

I ConditionalMLE maximizeghe conditionalprobability
Pg(tjw) of the trainingtreest relativeto the training
words w

I leans nothing from the distribution Py (w) of words



Languageasa transductiorfrom form to meaning

Cognition
1.

Semantic
representations

Language

Phonological
Repesentations

I Gramma generates phonologicaform w from a
semanticrepresentations

Pwis) = Pais) Pofy

\language®\cognition %0



Interpetationis nding the mostlikely meanings”

S(w) = agmaxP(siw) = argmaxPy(wis)Pe(s)



Maximumlikelihand estimatel from visibledata

I Trainingdata consistsof phonology/semantipairs(w; s)

I Maximumlikelihcod estimateof gramma § malkes(w; s)
aslikely aspossiblerelativeto all other possiblepairs
(W% s);wl2 W;s2 S

b = argmgaxP(w;s) = argmgaxP(sz)



MLE b from hiddendata

R —

I Trainingdata consistsof phonologicaktringsw alone
I MLE malkesw asIikeraspossibIere)I(ativeto other strings

b = ag mgaxP(w) = ag mgax Pg(Wjs)Pc(s)
s2S
) It may be possibleto lean g from stringsalone
I The cognitivemodel P, canin principlebe leant the
sameway
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